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Abstract. This article proposes a systematic approach to statistical testing for 

cooperative systems consisting of autonomous mobile agents. Based on 

Coloured Petri Net models of cooperative behaviour, it analyses different 

sources of randomness and defines an automatic test case generation procedure 

to derive cooperative scenarios according to a given operational profile. As an 

example, the approach is applied to a model of trolleys moving within a 

common environment. The results allow for quantitative reliability estimations 

of cooperative behaviour on the basis of statistical sampling theory. 
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1 Introduction 

For reasons of flexibility and cost efficiency there is an increasing tendency towards 

the operation of autonomous systems in a common environment, thus yielding 

complex systems-of-systems. These differ in an essential way from classical 

component-based systems, in that components are newly developed or re-used within 

a development project in order to serve a common purpose, i.e. the service(s) to be 

provided by the system they compose; on the other hand, the integration of 

independently developed and autonomously working agents into a new system-of-

systems additionally requires sophisticated a posteriori checks about the fulfilment of 
complex co-existence and cooperation rules. 

The benefits offered at this higher level of interaction evidently concern both 

economy and performance; in fact, this novel development & operation paradigm 

allows to re-use pre-developed applications, at the same time aiming at enriching their 

behaviour by additional functionality “emerging” from their interplay. 

Intended emergent behaviour usually concerns the provision of complex services 

requiring the cooperative performance, or at least the safe co-existence of different 

services in a common operational environment. Typical examples concern robotic 

applications or car-to-car communication, where mobile agents perform individual 

tasks as autonomously as possible, but can contribute to increase safe co-existence 
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and performance by easing individual decision-making through provision of diverse 

feedback information, enabling agents to temporarily delegate decision-making or 

actions to other agents provided with more appropriate sensing, perception or action 

capabilities, achieving a complex task by cooperative use of complementary 

individual capabilities, supporting the safe parallelization of individual, 

heterogeneous operations within a common environment. 

Obviously, all benefits mentioned involve an increase in functional complexity due 

to the resulting combinatorial behavioural multiplicity; if not appropriately analysed, 

such complexity may induce unintended emergent behaviour, i.e. unpredicted 

inacceptable behaviour resulting from the inappropriate interplay of autonomous 

systems. Therefore, a thorough reliability analysis is of utmost importance; as usual, it 

must rely on two successive assessment phases: a preliminary qualitative verification 

and validation phase devoted to maximising the chances of fault detection by means 

of systematic testing techniques, followed by a successive quantitative verification 
and validation phase devoted to the probabilistic assessment of correct performance 

under expected operational conditions. 

While the former issue built the focus of past research effort, e.g. within the 

ARTEMIS project R3-COP, the latter one still poses a serious challenge to the robotic 

community and is being currently investigated in the ongoing successor project R5-

COP. The present article aims at illustrating some of the preliminary results 
meanwhile achieved. It is structured as follows: after these introductory remarks, the 

benefits of Coloured Petri Nets (CPN) in offering the required expressiveness and 

scalability are shortly recollected and illustrated by an example addressing the 

cooperative behaviour of linen-carrying trolleys within a hospital environment 

(chapter 2). Successively, chapter 3 addresses in more detail the difference between 

qualitative and quantitative reliability analysis and summarise the progress already 

achieved with respect to the first target, while stressing the challenge still posed by 

the second one. The following chapter 4 proposes a systematic procedure to analyse 

the operational variability of a cooperative mobile application for the purpose of 

generating independent, operationally representative test data on which to base 

statistical testing. The procedure is subsequently instantiated in terms of the example 
previously introduced. The results obtained are presented in chapter 5. They include 

the derivation of quantitative results as well as some conclusions on benefits and 

limitations of the technique developed. 

2 Modelling Cooperative Behaviour 

2.1 Coloured Petri Nets 

Especially for applications with ultrahigh reliability requirements as in case of safety 

demands, the challenge posed by the task of verifying and validating the logic of 

systems-of-systems is even higher than is already the case for ordinary centralised 

automatic control software. In fact, an accurate reliability analysis of mobile agents 

must address, in addition to classical reliability considerations concerning the 

autonomous behaviour of each individual agent in a stand-alone operational mode, the 



combination of several further aspects like the usage profile of the whole system-of-

systems, the potential modes of interplay between agents (such as communication, 

physical cooperation or collision avoidance), the potential impact of environmental 

anomalies on individual and cooperative system performance. The coincidental 

consideration of so diverse information evidently requires appropriate formal 

modelling techniques allowing to address the underlying behavioural multiplicity at 

an adequate abstraction level. CPN reveals as a particularly suitable modelling 

formalism; after a short recollection of its highlights and benefits, its application to 
cooperative mobile agents will be demonstrated in the light of an example inspired by 

a hospital logistic system based on linen-transporting trolleys. 

The modelling formalism offered by Coloured Petri Nets (CPN, [1]) revealed as 

particularly suitable to achieve this task. Like for classical Petri Nets, the operational 

semantic of the model is defined by allowing actions to take place via the “firing” of 

corresponding CPN transitions. Such a transition firing takes place under given pre-
conditions captured by 

 expressions annotating the ingoing arcs of the CPN transition to be evaluated in the 

light of the data-specific tokens present in the corresponding input places; a legal 

assignment of expression variables with available tokens is denoted as an enabling 
variable binding; 

 additional arc-unspecific predicates annotating the transition considered (so-called 

transition invariants) and required to be fulfilled. 

After firing a transition, the effect of the corresponding action is captured by a new 

marking (CPN state) resulting from the previous one by 

 removing from each input place of the CPN transition tokens in type and number as 

indicated by the input arc expression w.r.t. the enabling variable binding; 

 adding to each output place of the CPN transition tokens in type and number as 

indicated by the output arc expression w.r.t. the same variable binding. 

For further details concerning CPN syntax and semantics the reader is kindly referred 

to [1]. A major benefit of CPN is the fact that it easily allows to separate 

 static information on the net structure (places and transitions as well as directed 

arcs connecting a place with a transition or vice versa) which can be taken to 

represent all application-specific, invariant information like actions enabled by 
robot capabilities within a pre-defined plant topology, and 

 dynamic information on data-specific tokens (marking the CPN places) which can 

be taken to represent all relevant, time-dependent information concerning current 

tasks, agent states and temporary environmental conditions. 

This neat separation between static and dynamic information by different graphical 

entities adds to the scalability of the CPN language, as it allows an arbitrary increase 

in number of cooperating agents without need to adapt the underlying net structure. 

Moreover, it supports also the enrichment of regular behaviour by capturing 

additional reconfiguration techniques via appropriate composition of generic actions. 



 

 

2.2 Example 

The benefits and potential of CPN for the purpose of capturing and verifying complex 

cooperative behaviour are illustrated by means of the following example inspired by a 

hospital application based on autonomously moving, linen-carrying trolleys. 

As sketched in Fig. 1, the working environment traversed by the trolleys is assumed 

to consist of 4 concentric rings, each partitioned into 10 numbered segments, resulting 
on the whole in 40 pairwise disjoint areas with the following properties: 

 segments consist of inner borders, inner lanes, outer lanes and outer borders; 

 for safety reasons, each area must be traversed by at most one trolley at any time; 

 a subset of inner and outer borders provide working or parking facilities; 

 a subset of inner and outer borders provide energy charging facilities; 

 ease of moving or working may vary from segment to segment; 

 inner lanes are to be traversed in clockwise, outer lanes in anti-clockwise direction. 

 

 
Fig. 1. Plant topology with charging stations and hazardous areas 

The operator-defined missions to be assigned to the trolleys are characterised by 

 a segment number to be targeted by the entrusted trolley; 

 a subset of capabilities from {move, lift, tow}, where move is always required; 

 the present mission status revealing the progress achieved so far, i.e. available, 

assigned, completed or degraded (i.e. only partially achieved). 

Available missions are assigned to idle trolleys fulfilling corresponding functional 

requirements. As soon as it is assigned a new mission, the entrusted trolley 
approaches as far as possible its target by moving in the direction requiring to traverse 

the shortest distance, and proceeding as far as possible on free areas and with its 

energy resources. When reaching its target, the trolley accesses the adjacent border, if 

free. In case a passive obstacle or a parking trolley occupy the target border, it moves 

to the next free border area on its way; finally, if the target border is momentarily 

occupied by a trolley intending to leave, it switches its position with this trolley. 



Before being assigned a new mission, trolleys recharge their battery. The following 

reconfiguration strategies help increase flexibility and efficiency: 

 as soon as it perceives an obstacle (including a defect trolley) on its way, a trolley 

informs the operator and changes its direction by moving to the alternative lane; 

 as soon as its energy level falls below a predefined threshold, the trolley accesses 

the closest free charging station on its way, recharges its battery and resumes its 

original mission, unless it can reach its target before the charging station; 

 trolleys moving in consecutive areas build a common platoon led by the front 

trolley in a queue-like way [2]; platoons are split as soon as a member needs to 

branch off to reach its target border or to recharge. 

In order to reduce the risk of deadlocks, it is assumed that the plant operator manually 

initiates a shutdown if at least 2 obstacles were sensed and reported.  

The CPN modelling the application described above allows to store the temporary 

information concerning trolleys, missions and environment in 4 CPN places: 

 ‘Mission Pool’ stores information on current missions still available or ongoing; 

 ‘Finished Missions’ stores information on missions totally or partially concluded; 

 ‘Robot Platoons’ stores information about trolleys including moving formations; 

 ‘Areas’ stores information about variable environmental properties. 

The behavioural model is based on 11 CPN transitions representing corresponding 

atomic actions, where the following 5 CPN transitions relate to regular behaviour not 

requiring any conflict resolution: 

 ‘Assign Mission’ represents the entrustment of idle trolleys with new missions; 

 ‘Move Forward’ represents the stepping forward of a single trolley or of a whole 
trolley formation by one segment length either on the inner or on the outer lane; 

 ‘Move To Border’ represents the movement from lane areas to adjacent border 

areas; 

 ‘Finish Mission’ represents the successful conclusion of a mission; 

 ‘Charge’ represents a trolley recharging its battery. 

On the other hand, the following CPN transitions help avoid occupied areas 

preventing trolleys from proceeding: 

 ‘Change Lane’ represents the movement of an individual trolley or of a trolley 

platoon towards the adjacent area on the alternative lane; 

 ‘Switch Border Lane’ represents the switch of position between a trolley on a lane 

area encountering a trolley on an adjacent border area; 

 ‘Switch Lane’ represents the position switching of facing trolleys on adjacent 

lanes; 

 ‘Find Alternative Finish Area’ represents the movement to an alternative target 

border. 



 

 

Finally, the following 2 transitions model the building and splitting of formations: 

 ‘Join Platoon’ represents the autonomous partial and temporary release of 
decisional autonomy of a trolley determining to follow another trolley; 

 ‘Leave Platoon’ represents the restoring of the full decisional autonomy of a 

platoon member leaving a platoon formation. 

In view of the variety of data types and of the control logic complexity involved, a 

complete and legible CPN representation illustrating all transitions guards and arc 

expressions is beyond the spatial scope of this article. For this reason, the 
representation shown in Fig. 2 is limited to the underlying net structure. 

 

Fig. 2. Net structure of CPN model 

(rectangles denote CPN transitions, ellipses denote CPN places) 

3 Model-based Reliability Analysis 

Qualitative Reliability Analysis. A preliminary approach consists of validating the 

robot behaviour w.r.t. test scenarios covering as accurately as possible the 

functionality encoded in the CPN. Based on different CPN entities, several 
objectively reproducible coverage measures have been considered, e.g. [3, 4]. While 

[4] focuses on generic actions or system snapshots by use of CPN transitions, 

transition pairs and states, [3] allows for different levels of behavioural 

expressiveness by use of CPN transitions, events and state pairs. 

Corresponding test case generation tools based on analytical search algorithms or 
heuristic multi-objective optimization techniques were successively developed [3]. 

Conclusions on system reliability as perceived during structural testing can be merely 

of qualitative nature, as test case selection exclusively depends on the CPN net 

structure and marking and does not refer in any way to the expected, planned or 

experienced usage. Moreover, most CPN coverage criteria depend on the initial 

marking; CPN events and state pairs, for example, are defined w.r.t. given initial 

conditions which are likely to vary throughout plant operation. Therefore, though 

beneficial as a preliminary, fault detection approach, structural testing is not 

considered as appropriate for the purpose of determining meaningful reliability 

estimations at predefined confidence levels. 



Quantitative Reliability Analysis. By definition, reliability denotes the probability 

of survival of an agent in a given time interval under given operational conditions. 

The latter refer to any variable aspect potentially exerting influence on system 

performance. In case of centralised applications, the major variability factor typically 

concerns the user-specific demand profile reflecting both the relative frequency of 

functional demands and the distribution of data per functional demand. An estimation 

of the expected operational profile can be used for the purposes of 

 generating a data-independent sample of operationally representative test cases 

executing independently (i.e. by memoryless sequencing), or 

 extracting from operational experience such a data-independent sample of 

operationally representative runs executing independently [5]. 

In both cases, the resulting sample can be analysed in the light of statistical sampling 

theory to derive sound reliability figures [6]. More precisely, in case of an event 

occurring a number k of times within a sample of size n, its probability p can be 

bound at a given confidence level  by 

n 11)0(p   if k = 0 (1) 
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  otherwise (2) 

While the estimation of the operational profile already poses serious problems in case 
of centralised automatic controllers, this challenge becomes even harder in case of 

parallel multi-tasking operation where several agents are assigned individual missions 

in a fully asynchronous way; in addition, agents may influence each other in terms of 

decision-making and action and must react to anomalous internal or environmental 

conditions by counteractions. In such cases the nature of randomness governing the 

operational profiles is not simply restricted to the intended user’s demands, but must 
be rather extended to include unintended random effects like hazardous 

environmental conditions, premature consumption of resources and conflicting 

decision-making among agents. An extensive, systematic analysis of random sources 

is proposed within the scope of the next chapter. 

4 Model-based Instantiation of Operational Profile 

4.1 Systematic Analysis and Generation of Random Events 

In analogy to the definition of the CPN model it is suggested to structure a 

preliminary analysis of the operational profile on the basis of the triple (users’ 

demands, agents, environment) [7], distinguishing for each of the 3 elements between 

permanent information and variable information: 

 users’ demands consist of a time-varying number of individual demands, where 

some demands already exist upon operation start, while others follow and each 



 

 

demand includes a permanent part (the functionalities to be provided and the 

location(s) to be accessed) and a variable part (its current progress status); 

 the set of agents consists of a fixed number of units, each characterised by its 

identification number and variable information on the availability of its resources; 

 the environment consists of a fixed number of areas characterised by permanent 

information (identification number, facilities hosted, risk), as well as of variable 

information on accessibility. 

Therefore, the randomness governing operation must be simulated by two-fold 

random generation: first, an initial marking is generated according to a preliminary 

estimation of the users’ needs. Successively, intermediate markings are repeatedly 

manipulated to represent the arising of new missions or the accidental occurrence of 

functional failures and / or of passive obstacles according to predefined probabilistic 
distributions. To do so, inherent dependencies between the occurrences of such 

anomalies must be analysed beforehand. Moreover, in order to be able to apply 

formulae (1) resp. (2) relying on statistical sampling theory, it must be taken care that 

test case definition supports the independence of test case executions, preferably 

without enforcing an external resetting intervention. Both aspects will be considered 

in the next section. 

4.2 Example 

Test data generation must rely on predefined data types underlying the token marking. 

Areas. At any time, an area is represented as a 5-tuple consisting of: segment number 
(integer between 1 and 10); area type (inner border / inner lane / outer lane / outer 

border); occupation status (free / active robot / passive robot / further obstacle); 

danger (normal / risky); availability of charging station (Boolean). 

Robots. At any time, a robot is represented as a 7-tuple consisting of: unique 

identifier (integer between 1 and 5); segment number (integer between 1 and 10); area 

type (inner border / inner lane / outer lane / outer border); target segment (integer 
between 1 and 10); rotation movement (clockwise / anti-clockwise); functional 

capabilities offered (Boolean triple for moving, lifting and towing capabilities); 

energy level (integer between 0 and 60). 

Missions. At any time, a mission is represented as a quadruple consisting of: target 

segment (integer between 1 and 10); functional demands (Boolean triple for moving, 

lifting and towing capabilities); status (available / assigned / completed / degraded); 
robot entrusted (integer between 1 and 5 or -1 if status available). 

In addition to the basic properties introduced in chapter 2, operation was assumed 

to rely on the functional capabilities provided by the 5 robots as shown in Table 2 and 

on risk levels and availability of charging facilities per area as shown in Table 3. 

Moreover, forward movement by one segment was assumed to require 3 energy 
units in case of autonomous stand-alone or formation front trolleys, while trolleys 

passively following a front robot were assumed to consume only 2 energy units for 

the same movement thanks to the simpler sensing and recognition tasks involved. 

Dependencies. Before starting with the random generation of scenarios, it is 



important to identify stochastic correlations restricting test data selection as the 

following ones: 

 between mission targets and areas: the probability of a segment being a target is 
likely to depend a. o. on its being suitable for loading tasks (s. Table 4); 

 between mission functions and areas: given functionalities (except for moving) are 

more likely to be required in certain locations than in others (s. Table 5); 

 between initial robot positions and areas: as long as robots can successfully carry 

out their missions, they will end on an inner or an outer border, where they will 

start their next mission (s. Table 6); 

 between functional failures and areas: the failure probability of robot functions is 

likely to depend on the risk level of its sojourn area (s. Table 7). 

Based on these inherent dependencies, test case generation must take into account 

both intended and unintended random sources. Intended demands are initially 

simulated by uniform random generation of 3 to 7 missions. During execution, new 

available missions were randomly added to the mission pool such that after each 
transition firing at most one new mission was generated and that the number of 

transitions firing between successive mission generations was assumed to be 

binomially distributed with parameters n = 30 and p = 0.3. 

Unplanned behaviour includes random physical failures of robots (where aging and 

wear-out effects were outside the scope of the article) as well as the occurrences of 

external obstacles. Both are simulated by random manipulation of initial and 
intermediate marking(s). For any robot, random physical failures are independently 

injected before any transition firing by changing its corresponding functional 

capability parameter at a probability determined by the risk level associated with its 

momentary sojourn area (s. Table 7). On the other hand, the sudden occurrence of a 

passive obstacle in a free area can be simulated before any transition firing by 

changing its occupation parameter at probability 0.005%. 

This random mission generation procedure is interrupted as soon as one of the 

following stopping criteria is fulfilled: 

 every intact robot has successfully achieved at least one mission; 

 every intact robot has been assigned a mission but cannot proceed due to deadlock; 

 2 or more obstacles are present in different areas (leads to operation shutdown). 

After every test case execution, any functional incapability and any obstacle are 

assumed to be removed. By further requiring that after mission completion the 
successful robots fully recharge their batteries, the independent execution of 

successive test cases can be ensured, thus enabling the application of statistical 

sampling theory. 

5 Results 

The test case generation procedure introduced in chapter 4 was implemented with the 

help of CPN Tools [8] to derive an independent sample of 4606 test cases. These test 



 

 

cases were subsequently evaluated in terms of model-based reliability and availability 

estimates by distinguishing between the following cases: 

 whether the presence of at least 2 obstacles would have resulted in a human 

intervention (case denoted as shutdown); 

 whether 1 or more intact robots could be prevented from moving further by 1 

obstacle or any other intact robots (case denoted as livelock); 

 whether all robots could continue operating in the absence of obstacles and even in 

the presence of at most 1 obstacle (case denoted as OK). 

The results are shown in Table 1, where the 54 livelocks identified could be further 

partitioned into 2 disjoint classes: 

 type 1-livelocks denote the case where 1 intact trolley is prevented from leaving a 

border area by an obstacle on the adjacent lane area; 

 type 2-livelocks denote the case where 4 robots on 4 adjacent lane areas prevent 

each other from carrying out a circular manoeuvre. 

 
Table 1. Results (‘n.a.’, denoting ‘not applicable’, refers to impossible combinations of events) 

  # test cases 

# obstacles shutdown livelocks OK 

type 1 type 2 types 1 and 2 

0 0 n. a. 10 n. a. 3975 

 

1 

1 failed robot  

0 

7 0 0 28 

1 passive object 35 2 0 453 

partial sum 42 2 0 481 

 2 96 n. a. n. a. n. a. n. a. 

Sum 96 54 4456 

The application of sampling theory (s. chapter 3) to this independent sample yields 
the following estimations at a confidence level of 95%: 
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Similarly, the livelock probability can be bounded by 0.0147)livelock(p 95.0  . 

On the other hand, unreliable behaviour due to shutdown or livelock conditions was 

observed in 150 test cases, its probability being bounded by 

0.0372.)livelock_or_shutdown(p 95.0    

In particular, this means that – assuming model accuracy and faithful 
implementation – the probability of reliable operation (in spite of sporadic obstacles) 

would amount to ca. 0.9628 at the same confidence level. Obviously, accurate 

reliability estimations can only be achieved by running the test sample in a real 

environment. When this may require a prohibitive effort, it may be considered to 

restrict field testing to the most critical scenarios identified as well as to filter 



operational data in order to obtain operational independent samples of operating 

experience [5]. 

6 Conclusion 

This article proposed a systematic approach to statistical testing for cooperative 

systems consisting of autonomous mobile agents. Based on Coloured Petri Net 

models of cooperative behaviour, it analysed different sources of randomness and 

defined an automatic test case generation procedure to derive independent cooperative 

scenarios according to a given operational profile. 

As an example, the approach was applied to a model of 5 trolleys moving within a 
hospital environment. The evaluation of the resulting sample allowed for both 

qualitative insight in terms of types of anomalous scenarios and quantitative insight in 

terms of conservative reliability estimations based on statistical sampling theory. 

To overcome the main limitations of the approach presented, namely its 

dependence on model accuracy and its requiring considerable testing effort, it is 

suggested to make use of operating experience such as to extract significant 
independent samples by appropriate filtering of operational data. 
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Appendix 

Table 2. Initial function availability of robots (-: function unavailable, X: function available) 

trolley ID move lift tow 

1 X X - 

2 X X - 

3 X - X 

4 X - X 

5 X X X 

 
Table 3. Risk level and charging facility per area (-: normal, X: risky, N: no charge, Y: charge) 

segment no. / type 1 2 3 4 5 6 7 8 9 10 

inner border - , N - , N - , N - , N - , N X , Y - , N - , N - , N - , N 

inner lane - , N - , N - , N - , N - , N - , N - , N - , N X , N X , N 

outer lane - , N - , N X , N - , N - , N - , N - , N - , N - , N - , N 

outer border - , Y - , N X , N - , N - , N - , N - , N - , N - , N - , N 

 
Table 4. Probability of areas being mission targets 

segment number 1 2 3 4 5 6 7 8 9 10 

probability 0 1/6 1/6 1/12 1/12 0 1/6 1/6 1/12 1/12 

 
Table 5. Probability of areas being mission targets with given functional demands 

segment no. 1 2 3 4 5 6 7 8 9 10 

only move -  0.1  0.1  0.1  0.1 -  0.1  0.1  0.1  0.1 

move and lift -  0.5  0.5  0.3  0.3 -  0.3  0.3  0.1  0.1 

move and tow -  0.3  0.3  0.2  0.2 -  0.5  0.5  0.6  0.6 

move, lift and tow -  0.1  0.1  0.4  0.4 -  0.1  0.1  0.2  0.2 

 

Table 6. Probability of segment types being robot starting positions 

inner border inner lane outer lane outer border 

0.5 0 0 0.5 

 
Table 7. Failure probability of robot functions in normal and risky areas 

area function move lift tow 

normal 0.01% 0.1% 0.1% 

risky 1.00% 0.1% 0.1% 

 


