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Abstract. This article proposes approaches supporting the analysis of code 

vulnerabilities based on overlapping machine instructions of variable length. 

For the purpose of focusing the search for potential malicious code it is 

suggested to apply first disassembling techniques allowing for a restriction of 

potentially exploitable memory space. Successively, testing based on heuristic 

optimization may be applied in order to evaluate dynamically the practicality of 

vulnerability exploitation. 

Keywords: security, vulnerability, overlapping instruction, redirection, testing 

1 Introduction 

The increasing number and scope of IT security attacks [2] demand for the design of 

verification techniques targeted at the early detection of security flaws before 

operation. The more urgent is this need in case of software-based systems 

automatically controlling critical technical processes, e.g. within the automotive, 

medical or industrial domains. 

Due to the diverse nature of attacks, successful verification approaches must address 

different kinds of potential vulnerabilities by aiming at identifying both their presence 

and their practical exploitability. This question will be addressed in the following with 

respect to a particular attack scenario recently pointed out [6]. It involves the 

possibility of hiding malicious code by insider attacker(s) taking advantage of 

machine codes allowing for different instruction lengths. 

The article is structured as follows: 

Chapter 2 presents some initial considerations on the attack type considered by: 

 introducing first the threats posed by malicious code hidden in overlapping

instructions (section 2.1) and

 considering successively a number of redirection techniques capable of triggering

the hidden code (section 2.2).
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Chapter 3 presents a static analysis of machine code 

 based on a preliminary classification of memory space reflecting the potential for 

hiding malicious code (section 3.1) followed 

 by a syntactical constraint analysis (section 3.2) and 

 by a disassembling analysis (section 3.3) 

Finally, chapter 4 considers the application of heuristic approaches targeted at the 

early detection of redirection attacks, e.g. in case they were constructed to take 

advantage of intentional buffer overflows. 

2 Attack Description: Preparation and Activation Phases 

2.1 Preliminary Activities 

In the following, the attack illustrated in [6] is shortly summarized (for details, the 

reader is kindly referred to the original article). For the attack considered to be carried 

out, in the following it is assumed that 

 an insider attacker is involved with the development of a software-based control 

system in C; 

 the source code manipulation remains undetected during code reviews; 

 the resulting software system is run on a CISC (Complex Instruction Set 

Computing) processor architecture, allowing in particular for machine code 

instructions of variable length; 

 deterministic builds guarantee that identical binary codes result from re-

compilation of identical source codes. 

Thanks to the variable instruction length, different start addresses (as indicated by the 

instruction pointer) may result in different interpretations of the same machine code, 

each leading to the execution of different overlapping instructions. An example is 

shown in Fig. 1. As illustrated in [5], this may be exploited during development by 

designing a backdoor which may be later executed by moving the instruction pointer 

to the starting address of the backdoor. 

 

 
Fig. 1. Decoding overlapping instructions 



The hidden code may vary in length, ranging 

 from a short hidden fragment HF1 consisting of one instruction or more 

sequential instructions 

 up to a chain (HF1, …, HFn) of such hidden fragments linked by unconditional 

direct jumps (see Fig. 2). 

 

 
 Fig. 2. Hidden fragments linked together using unconditional direct jump instructions 

 

Depending on the position of the fragment(s) resp. fragment chain(s), the effect of the 

attack may vary: 

 in case of fragment(s) resp. fragment chain(s) do not reach the end of the 

machine code, their triggering would result in abortion, hereby supporting 

immediate detection, while 

 the execution of fragment(s) resp. fragment chain(s) reaching the end of the 

machine code might remain unnoticed and provoke unsafe behaviour for a 

prolonged time. 

2.2 Triggering the Backdoor by Redirection Techniques 

In order to trigger the backdoor the attacker must redirect execution to its start address 

by gaining control of the instruction pointer. More precisely, the instruction pointer 

register containing the memory address of the next instruction to be executed by the 

CPU must be overwritten such as to redirect execution to the start of the (first) hidden 

fragment. 

This can be achieved by several redirection techniques, a. o. by exploiting one of the 

following source code vulnerabilities [1, 2, 3, 7, 8]: 

 Buffer Overflow: 
Writing data outside of the boundaries allocated for a buffer can be exploited to 

overwrite the return address of a function hereby implicitly redirecting the 

instruction pointer to the overwritten address. 

 Format strings: 

Also use of format functions such as printf can be exploited by attacker(s) in 

order to overwrite selected memory cells, in particular the one containing the 

return address. In this specific case the input format specifier %n (which provides 

for recording at a given location the number of characters already printed) can be 

misused such as to overwrite the return address with the address to which the 

instruction pointer is to be redirected. 

 

 

 



 

 

 Uninitialized Variables: 

Let a function f overwrite memory cells S1,…, Sn on its stack frame, where these 

cells are determined by evaluation of a local uninitialized variable V. If the 

attacker is able to overwrite a memory cell SV referenced by this uninitialized 

variable V, the execution of function f may result in overwriting the memory cell 

Si  {S1,…, Sn} containing its return address, hereby redirecting the instruction 

pointer. 

A major difference between this kind of attack and meanwhile better known attack 

scenarios based on return-oriented programming lies in the different challenges: the 

former requires an a priori construction of the backdoor followed by the overwriting 

of one single memory cell, while the latter demands for the manipulation of a whole 

range of cells [13]. 

3 Search Space Restriction 

3.1 Classification of Memory Cells 

This chapter is devoted to static analysis techniques targeted at restricting the set of 

potential malicious start addresses by excluding those memory addresses which do 

not allow for a sound machine code interpretation. 

In order to do so, let I denote the set of all syntactically valid instructions and the 

assembler code of program P consist of a sequence 
 

(Instr1, ..., Instrn), where Instri  I for i  {1, …, n} 
 

of intended (i.e. benign) instructions. Then the whole set of memory addresses 

containing the binary code of the underlying program P can be subdivided into the 

following three, pair-wise disjoint sets: 

 1. Set SI (Starts of Intended Instructions): 

SI is defined as the set consisting of all memory addresses containing the start of 

intended instructions (see Fig. 3). In other words: 
 

SI := {SI1, …, SIn} where SIi := start (Instri)  i  {1, …, n} 
 

 

Fig. 3. Set {SI1, ...., SIn} of start memory addresses for intended benign instructions 

 



 2. Set SU (Starts of Unintended Instructions): 

SU is defined as the set consisting of all memory addresses at which a 

syntactically correct instruction starts which is not an intended instruction (see 

Fig. 4). In other words, SU consists of memory addresses at which hidden 

fragments may start. Formally: 

 

SU := {SU1, …, SUm} where SUi := start (Instri*) 

with Instri*  I and SUi  SI  i  {1, …, m} 

 

 

Fig. 4. Set {SU1, ...., SUm} of start memory addresses for potentially malicious instructions 

 

 3. Set SV (Starts of Invalid Code): 

SV is defined as the set consisting of all memory addresses which are neither 

valid instructions nor can they be completed by further addresses such as to form 

a valid instruction. In other words, any sequence of bytes starting at an SV 

address cannot be interpreted as a valid machine instruction (see Fig. 5). 

 

Formally: 

 

SV := {SV1, …, SVq} where SVi  start (Instr)  Instr  I  i  {1, …, q} 

 

 

Fig. 5. Set {SV1, SV2, …} of start memory addresses for invalid instructions 

 

During static analysis, the compiled binary code will be inspected in order to extract 

all SU addresses and exclude all SV addresses. 



 

 

3.2 Search Space Restriction by Syntactical Constraint Analysis 

In the following, the Intel Architecture IA-32 will be taken as the CISC architecture 

of reference. According to the Intel x86 Instruction Format [4], a valid instruction 

consists of an opcode field (1-3 bytes) possibly anticipated by a Prefix field and 

followed by further fields (see Fig. 6). Prefix codes are distinguishable from opcodes; 

therefore, when encountering a prefix the memory address classification can skip it 

and proceed to the following opcode. The latter determines which combinations of 

subsequent fields (ModR/M, SIB, Displacement, Immediate) are legal, while each 

legal combination, on its part, determines a possible instruction length. 
 

 
Fig. 6. Intel x86 Instruction Format (based on [4, 10]) 

 

Based on this knowledge, an evident approach to reduce the search space for potential 

hidden fragments relies on a preliminary evaluation of syntactical constraints posed 

on selected instructions (e.g. push, mov, add). The validity of such constraints can be 

taken as necessary evidence for SU memory addresses. 

In the following, push instructions with opcode FF (see Fig. 7) will be considered as 

an example; this excludes the presence of Immediate fields; on the other hand, the 

absence of prefixes is assumed for the sake of simplicity (as noted above, this does 

not restrict generality). 
 

 
Fig. 7. Intel x86 Instruction Format for push operation with opcode FF (based on [4, 10]) 



In this case, the stream of bytes represented by the sequence (d1, …, dn) of hexadecimal 

digits following a push instruction opcode value FF must satisfy the following 

syntactical constraints: 

 Constraint 1: the first hexadecimal digit of a Mod-Reg-R/M byte is 3, 7, B or F: 

 

d1  {3, 7, B, F} 

 

 Constraint 2: the second hexadecimal digit of a Mod-Reg-R/M byte is a natural 

number between 0 and 7: 

 

d2  {0, 1, ..., 7} 

 

 Constraint 3: The overall number n of digits following the push opcode FF can 

vary within the range {2, 4, 6, 10, 12}. Depending on the values of the first two 

digits d1 and d2, the value of n is given in Table 1. 

 

Table 1. Number n of digits following the opcode FF of a valid push instruction 

         d1 

d2 
3 

 

7 

 

B 

 

F 

 

0 2 4 10 2 

1 2 4 10 2 

2 2 4 10 2 

3 2 4 10 2 

4 4 6 12 2 

5 10 4 10 2 

6 2 4 10 2 

7 2 4 10 2 

 

The example above was shown to illustrate the principle of the approach; actually, it 

addressed only the particular case of push operations utilizing the opcode FF. The 

relation between operations and opcodes, however, is not bijective: 

 on the one hand, the same operation may allow for different opcode values; for 

example, the push operation can be addressed by the opcode values FF, 51, 52, 

53, 54, 55, 56, 57, 6A, 68; 

 on the other hand, the same opcode value may address different operations; the 

opcode FF, for example, can be used to address further operations like inc, dec, 

call, jmp. 

In order to be exhaustive, syntactical constraints should be extracted from the 

machine grammar for any possible operation and for any of its instruction opcodes. 

This makes a systematic extraction of constraints rather laborious. Fortunately, for the 

purpose of a static analysis, this explicit extraction is not strictly necessary. 



 

 

3.3 Search Space Restriction by Disassembling Analysis 

In fact, the details of the non-bijective relation mentioned above are irrelevant to the 

final outcome of the static analysis which only concerns the presence of syntactically 

correct, unintended machine code fragments; for this purpose, additional information 

regarding the type of operations involved resp. the opcode used to address them is 

negligible. 

Therefore, the effort for the identification of individual constraints can be simply 

avoided by making use of a classical disassembler whose function consists of 

interpreting - as far as possible - binary code back to assembly instructions; if a binary 

code cannot be interpreted, the disassembler indicates this. 

In order to check whether the memory address of an arbitrary byte in a byte sequence 

belongs to SV, the byte sequence can be disassembled by starting with the address 

considered. If the result of the disassembler is negative, then this address belongs to 

SV; in other words, it cannot serve as the start of a backdoor fragment such that it can 

be excluded from further consideration. 

A disassembler was used together with a bash-shell-script to analyse executable 

binary code given by a list (b1, …, bn) of bytes. For each byte bi (1  i  n) the list 

(bi, bi+1 …, bn) is disassembled and the first disassembled instruction is outputted: 

 if this instruction is invalid, then the memory address of bi belongs to the set SV; 

 if this instruction coincides (in terms of its location) with one of the regular 

machine code instructions, then the memory address of bi belongs to the set SI; 

 otherwise, the memory address of bi belongs to the set SU. 

As expected, when compared to the incomplete push constraint analysis sketched in 

the previous section, this approach reveals as superior in terms of considerably lower 

effort required and logical completeness. 

Table 2 shows a few examples, among them one valid and one invalid fragment for 

which the push constraints alone are not sufficient to determine a definitive memory 

address classification which on the other hand is easily achievable by disassembling 

 

Table 2. Examples for static analysis of hidden bytes following opcode byte FF 

bytes 

following 

opcode byte 

FF 

instruction 

semantics 

outcome of  

push constraints 

analysis 

outcome of 

disassembling 

analysis 

71AB push [ecx-0x55] SU SU 

A111000000 jmp [ecx+0x11] invalid push operation, 

no general result 
SU 

E8 invalid instruction invalid push operation, 

no general result 
SV 



The outcome of the static analysis by disassembling is 

 the set SU consisting of memory addresses starting potentially executable 

malicious code fragments, in particular the length and position of each such 

fragment, 

 the chains linking successive unintended code fragments by unconditional direct 

jump instructions, in particular their length. 

Such preliminary information may help evaluate the potential effects to be expected 

by executing corresponding hidden fragments. What it cannot provide in general is 

reliable evidence for the possibility of actually executing such hidden fragments 

during runtime. 

4 Testing for Redirection 

Thorough security investigations demand for an evaluation of the practicability of the 

attack strategy during runtime. To be able to carry out an attack of the type considered 

requires 

 a non-empty set SU and 

 redirection of the instruction pointer to a memory address from SU. 

While the first aspect has been analysed so far, to address the second one may involve 

an analysis of undecidable program properties. For example, in general the actual 

occurrence of buffer overflowing during runtime cannot be proven or disproven by 

systematic, terminating approaches. In fact, static techniques based on integer 

constraint analysis [14] may help identify a basic potential for buffer overflowing 

without being capable, however, of determining whether and when it will actually 

occur. 

Therefore, such approaches may be complemented by behavioural observations based 

on random input selection. The question how to generate test scenarios such as to 

optimize the chances of provoking buffer overflows poses crucial challenges. 

Usually, in the absence of systematic solutions, the application of heuristic-based 

techniques may be considered. Evolutionary approaches based on genetic algorithms, 

for example, have revealed as beneficial for the automatic generation of test cases 

aimed at maximizing predefined testing coverage measures [9, 11]. Such algorithms 

are based on populations of individuals, whose adequacy to serve as a solution is 

preliminarily evaluated by means of a so-called fitness function. Based on this metric, 

random evolutionary operators (selection, recombination, mutation) are repeatedly 

applied to (part of) the individuals to yield new populations until a predefined end 

criterion is met. The search for test cases maximizing structural coverage criteria of a 

subject under test relies on the fact that evolution can be designed such as to improve 

(or at least to maintain) the best individuals of each generation, i.e. such that the 

coverage metric achieved so far is not going to decrease in future. 

Unfortunately, in the context of testing for redirection, genetic algorithms may not 

always guarantee an evolutionary progress. For example, when testing for potential 



 

 

buffer overflows the buffer pointer index may arbitrarily oscillate or converge without 

trespassing the buffer boundary. In order to avoid this, heuristics should be trained to 

identify impasses, to detect their cause by data analysis and to re-initialize the search 

process by adapting the search algorithm to the findings. Such approaches are 

currently under study. 

An additional challenge to this problem is posed by the fact that the search process is 

evidently doomed to failure whenever buffer overflowing is actually unfeasible; in 

such cases, testing evidence has to ensure that the scope of the unsuccessful search 

was broad enough to justify sufficient confidence in the testing outcome [12]. 

5 Conclusion 

The present article considered a recently emerged type of IT attack based on 

overlapping instructions and proposed some considerations on static and dynamic 

verification techniques targeted at its detection before operation. 

Disassembling processes serve to filter out machine code addresses; this filter is 

intended to exclude those code portions for which it can be systematically proven that 

they cannot possibly contain malicious fragments of the type considered. 

Successively, it is suggested to test the software for redirection by adopting heuristic-

based strategies as being considered within the ongoing project SMARTEST. 
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